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LEARNING, II: THE GUIDANCE OF ACTION 

 
The last two chapters showed how behavior in a range of situations, from fixed-interval sched-
ules, through the radial maze to conditioning experiments with rats and bees, appears to be 
guided by the animal’s representation of its world, together with principles of Bayesian infer-
ence.  Studies of classical conditioning illustrate the way these inference principles allow the 
animal to incorporate into its representation something about the causal structure of the environ-
ment.  In this chapter, I say more about the kinds of inference that seem to underlie both operant 
and classical conditioning and show how inference leads to action.  The middle part of the chap-
ter presents a view of learning as a circular process in which surprise and novelty cause an ani-
mal to update its representation of the situation, which in turn leads to new activity, hence to a 
new situation, perhaps more surprises, and so on in a spiral that usually converges on an adaptive 
pattern.  The next chapter discusses several standard phenomena: conditioned reinforcement, 
conditioned suppression, avoidance and escape, set, and extinction.   

I begin with a brief account of the historical background to the contemporary study of 
operant learning.  This account introduces some important empirical results and provides a con-
text for the rather different approach to operant learning I propose later. 

HISTORICAL BACKGROUND: OPERANT AND RESPONDENT BEHAVIOR 
Several years ago a very simple experiment was quite a shock to animal-learning researchers.  
Brown and Jenkins (1968) presented hungry pigeons in a Skinner box with an 8-s stimulus (a 
colored light) on the single response key at intervals of a minute or so.  At the end of the 8 s, the 
food hopper came up for 4 seconds.  Food delivery was independent of the animal’s behavior; 
the pigeon could neither prevent nor aid operation of the feeder.  The procedure is obviously 
Pavlovian — a CS (the key light) is reliably paired with a US (food) — even though the bird and 
the box are more usually associated with operant conditioning.  The surprising feature of the ex-
periment was not the procedure but the results.  After as few as 10 light-food pairings, the pi-
geons all began to peck the lighted response key and continued to do so indefinitely thereafter. 

Brown and Jenkins called this effect autoshaping; they used it instead of training by suc-
cessive approximations (hand-shaping: more on this later) to teach experimentally naive pigeons 
to peck a response key.  I described autoshaping earlier, in Chapter 11, to illustrate how stimuli 
that predict something of value gain control over behavior. 

Autoshaping is interesting and convenient but, one might think, hardly anything to ruffle 
the conceptual feathers of old-tyme behavior theorists.  At first, most people assumed that auto-
shaping could be explained along the following lines:  A hungry pigeon is in a boring little box 
with an occasional colored light flashing on and off and intermittent brief access to food — why 
not peck at the light?  There isn’t much else to do, and maybe the light has something to do with 
the food?  Pecks, once they begin to occur, are reliably followed by food, so perhaps they are in 
some way “superstitiously” reinforced by the food.1 This account doesn’t really explain the very 
first peck — but Skinner’s notion that operant behavior is “emitted” seemed to take care of that 
problem (but see Note 9).  This explanation seemed to resolve what had appeared to be a para-
dox: a classical-conditioning situation producing pecking, the most widely studied operant re-
sponse.  Before this plausible account had time to exert its calming effect, however, a second ex-
periment, by Williams and Williams (1969) effectively demolished it. 

Williams and Williams made a small change in the procedure, turning it from a Pavlovian 
into an operant one: on trials when the pigeon did peck the key, food did not occur and the key 
light was turned off.  If the pigeon failed to peck on a trial, the key light stayed on and food ar-
rived as usual after 8 seconds.  This is termed omission training, and it is a traditional control 
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procedure in classical-conditioning experiments.  Clearly it pays the pigeon not to peck under 
these conditions, since pecking prevents food delivery.  If, as a multitude of previous experi-
ments seemed to have shown, pecking really is an operant response (i.e., one whose rate is de-
termined by its consequences), then key pecking should cease.  It did not.  The pigeons pecked 
less often than before, but then they were also getting fewer light-food pairings (because food 
was omitted on trials when the animal pecked).  In any event, the purely “operant” nature of key 
pecking was seriously called into question.2 

Autoshaping is not unique to pigeons and key pecking.  Subsequent experiments under 
appropriate conditions have shown autoshaping with rats, monkeys and even people, and re-
sponses such as lever pressing, nosing and others previously used in standard operant condition-
ing arrangements.3 

To understand the impact of these experiments it helps to know something about the his-
torical context.  For many years it was thought that classical and operant conditioning arrange-
ments exerted their effects on different types of behavior.  The Pavlovian procedure was thought 
to be uniquely effective on behavior controlled by the autonomic nervous system, such as saliva-
tion, changes in skin resistance and heart rate, pupillary dilation and so on.  Skinner termed this 
respondent conditioning.  He and many others distinguished it from operant conditioning, which 
is the result of a closed-loop arrangement in which reinforcement depends upon the occurrence 
of a response — and which is effective only on skeletal muscle movements.  The operant re-
sponse is not elicited but emitted, said Skinner, and stimuli were said to “set the occasion for” 
responses made in their presence.  

Respondents such as salivation were thought to be insensitive to purely operant contin-
gencies.  For example, if food is omitted on each trial when the animal salivates in the presence 
of the CS, he salivates anyway, the amount determined by the actual frequency with which food 
occurs in the presence of the CS.  The theoretical picture is shown in Figure 15.1:  The declining 

function is the feedback function for the omission 
procedure, in which the occurrence of the condi-
tioned response (salivation) prevents occurrence 
of the US.  The function is declining because the 
omission procedure is in effect an avoidance 
(food-postponement) schedule (see Chapter 5), 
because the probability of reinforcement (food) is 
inversely related to the frequency of the condi-
tioned response: the more the animal responds, 
the less food he gets.  The increasing, negatively 
accelerated function is the response function for 

salivation, which is presumed to increase as the probability of CS-US pairing increases: the 
higher the probability of food in the presence of the CS, the higher the probability of the condi-
tioned response.  The intersection of these two curves gives the equilibrium frequency of saliva-
tion. 

This outcome is very different from what we would expect of an operant response (see 
Chapter 7).  Granted that the preferred frequency of food is rather high, the usual operant re-
sponse should cease to occur under a food-avoidance schedule, so that the rate of food delivery 
can be as high as possible.  

The analysis in Figure 15.1 can be tested using the yoked-control procedure described in 
Chapter 5.  The experimental animal should salivate about as often as a control animal that re-
ceives the same CS-US pairings but is not subject to the negative feedback of the omission pro-
cedure.  (The feedback function for the yoked animal is indicated by the vertical line through the 
intersection point in the figure.)  This is generally true in practice for salivation; the yoked ani-
mal salivates no more than the omission animal.  Salivation shows only the restriction effect of 

Figure 15.1. Theoretical analysis of partial rein-
forcement of a pure respondent under an omis-
sion schedule. 
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the omission contingency, there is no contingent (reinforcing) effect (see Chapter 7).  Auto-
shaped pecking seems to be an intermediate case: the yoked animal responds slightly faster than 
the omission animal (this difference is the contingent effect), but the omission animal continues 
to lose some food by responding to the key light.  Evidently pecking has both operant and re-
spondent properties — a most unsatisfactory conclusion, since the usefulness of the distinction 
depends on common activities falling exclusively, or almost exclusively, into one category or the 
other.  

Obviously some skeletal responses are sensitive to Pavlovian contingencies.  There is less 
evidence for crossovers in the other direction: operant conditioning of autonomic activities.  The 
proposition that heartrate can be modified directly by operant means is difficult to test because 
changes in skeletal responses often have correlated autonomic effects.  For example, changes in 
breathing pattern can have effects on heartrate; a person can change his heartrate and skin resis-
tance by imagining (an operant, voluntary activity) a frightening scene, and so on.4 

One way to test the direct reinforcibility of autonomic effects is to eliminate skeletal 
muscle activity by injecting a derivative of the paralytic drug curare (since the curarized animal 
is conscious, this would not eliminate “imagining,” but rats are not usually thought capable of 
such subtleties).  For example, an experiment by Miller and Banuazizi (1968) used curarized rats 
with electrical brain stimulation as the operant reinforcer.  Heartrate changes or intestinal con-
traction or relaxation were the reinforced, autonomic responses for different groups of animals.  
Heartrate increased when the brain stimulation depended upon increases, and decreased when 
stimulation depended on decreases, and intestinal motility showed similar effects.  Unfortu-
nately, the drastic curare treatment is subject to side effects that make positive results hard to in-
terpret.  Several of the dramatic early experiments of Miller and his associates have turned out to 
be seriously flawed.  Workers in Miller’s own laboratory have not been able to repeat some of 
these early results.5 

Thus, autonomic responses do not seem to be directly affected by operant procedures — 
nor should we expect them to be, given their evolutionary function.  Heartrate, for example, 
never under normal circumstances has any direct effect on the external environment; nor do skin 
resistance, intestinal motility, pupillary dilation or any of the other autonomic responses used in 
Pavlovian experiments.  There can have been no selection pressure favoring direct sensitivity of 
response systems such as these to external contingencies.  Autonomic activities are concerned 
with regulating the internal, not external economy of the organism.   

The internal economy is of course indirectly involved in operant behavior.  “Fight or 
flight” reactions to external threat will be more efficient if the body is suitably prepared in ad-
vance: The animal will fight more efficiently if its heart and breathing rates are high, so the 
blood is well charged with oxygen, if its digestive and other vegetative functions are suppressed, 
releasing metabolic resources for the struggle, if its pupils are dilated for better vision, and if its 
body hair is erect ready to shed the heat from impending exertions.  It makes perfect sense, there-
fore, that these functions should all be anticipatory and guided by the predictiveness of situ-
ational cues, as they almost invariably are (see also note 6).  Comparable changes take place in 
anticipation of food, water and other hedonic events. 

The conclusion is that under the proper conditions operant responses such as key pecking 
and lever pressing are sensitive to purely Pavlovian contingencies, but autonomic activities are 
probably insensitive to operant contingencies.  I argue in a moment that operant contingencies 
act partly through the Pavlovian contingencies that are inseparable from them; sensitivity to Pav-
lovian contingencies is an essential part of the reinforcibility of operant behavior.   

Evolutionary function is a better guide to operant reinforcibility than the autonomic-
skeletal distinction.  For example, grooming (a skeletal activity) in hamsters is almost unaffected 
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by food reinforcement (Shettleworth, 1978; see also Chapter 7).  No doubt tail wagging in dogs 
would be hard to condition on a shock schedule1, as would smiling in humans.   

If the operant-respondent distinction doesn’t hold water, we are left still with the problem 
of understanding the relations between classical and operant conditioning procedures.  In Chap-
ter 4 I proposed that classical conditioning sets the stage for operant conditioning by allowing the 
animal to identify the kind of situation he is in, so as to classify it appropriately.  In the last chap-
ter, I argued that classical conditioning is an inference process: situations and objects are as-
signed values depending on the animal’s prior knowledge and the temporal relations prescribed 
by the conditioning procedure.  In the next section, I argue that the same principles — knowl-
edge representation plus Bayesian inference — apply also to operant conditioning.   

   

            BEHAVIORAL VARIATION: THE ORIGINS OF OPERANT  

BEHAVIOR 
A standing criticism of purely cognitive views of behavior is that they imply no action: Tolman’s 
cognitive-map idea was criticized because it left the rat sitting in the maze “lost in thought” — 
the rat knew where everything was, but had no reason to go anyplace.  I argue in this section that 
the same inference processes that allow the animal to identify potential conditioned stimuli can 
also permit him to identify potential operant responses.  The rat knows not only what is, but also 
what should be done about it. 

Representation is the key concept in the previous chapter.  The function of Pavlovian 
learning seems to be the development by the animal of an accurate model of its world.  Further 
learning is then driven by a discrepancy between the model and the actuality, that is, by surprise 
or violation of expectation.  What is the role of action in all this? 

Action forms part of the animal’s representation.  As we saw at the end of the last chap-
ter, for a bee, to know a good flower is to seek it out.  Certain kinds of situation automatically 
entail certain kinds of action.  All Pavlovian conditioning carries implications for action, which 
were often concealed from Pavlov and his successors by the restrictions they imposed on their 
animals.  Pavlov’s dogs were restrained in a special harness so that their salivation could be 
measured easily.  Yet salivation is probably the least important aspect of what they learned.  A 
visitor to Pavlov’s laboratory reports the reaction when a dog previously trained to salivate at the 
sound of a metronome was released:  The animal at once approached the metronome, wagged its 
tail at it, barked and behaved in every way as it might towards an individual who could feed it.  
Clearly the major effect of conditioning was to place the metronome in a certain category for the 
dog; the category then determined appropriate action.  Whether the dog also salivated is not re-
ported.6 

Autoshaping is thus only a special case of the built-in tendency for all animals to ap-
proach objects of positive value and withdraw from objects of negative value (in Chapter 7, I ar-
gued that approach and withdrawal, in turn, just reflect the preferred level for different things: 
high for things approached, low for things avoided).  The inference mechanisms of Pavlovian 
conditioning allow the animal to detect which objects have value.  This value is sufficient by it-
self to produce approach and withdrawal as well as other, specialized patterns such as auto-
shaped pecking or lever pressing, flight or fight, “freezing” and other situation- and species-
specific reactions.  I provide some more specific examples in a moment. 

What determines which action will occur in a given situation?  The rules are essentially 
the same ones discussed in the previous chapter.  I show here how to represent the inference 

                                                 
1 Although in one of Pavlov’s many experiments, electric shock was used as the conditioned stimulus with a food 
US.  Once conditioned, dogs in these experiments did wag their tails when getting the shock. 
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problem in the contingency space first discussed in Chapter 5, and then extend the same princi-
ples to operant conditioning. 

Inference and classical conditioning. 
The occurrence of an hedonic event (i.e., a US) such as food or shock poses a Bayesian 

problem for the animal: Which environmental feature, of those present now and in the recent 
past, is the most likely cause of the US?  The animal has two kinds of information available to it: 
prior knowledge, and temporal relations between the valued event (US) and its potential cause 
(an environmental stimulus, the CS — or an operant response).  Let’s look at how the animal 
might use both kinds of information: 

Prior knowledge is of two kinds: innate priors, and previously formed representations.  
The animal’s evolutionary history provides it with predispositions to connect certain kinds of 
event with certain kinds of outcome: pain is more likely to be associated with an organism than 
with an inanimate stimulus — recall the hedgehog experiment.  A related finding is shock-
induced fighting: a pair of rats placed in a cage and briefly shocked through their feet will usu-
ally attack one another.  Pain, in the presence of a probable cause, elicits the behavior that is pre-
programmed for that situation, namely attack directed at the cause (Azrin, Hutchinson, & Hake, 
1967; see Morse & Kelleher, 1977, for a review).  Both the quality and intensity of the US will 
determine the likely cause. 

 If the situation is familiar, or is similar (in terms of the animal’s representation — see 
Chapter 10 for a discussion of similarity) to a familiar one, the probable cause may be partly de-
terminable.  For example, a rat shocked in the presence of two others, one familiar and the other 
not, is more likely to attack the novel animal.  We have seen a similar effect in taste-aversion 
learning: given two potential taste CSs, an aversion develops just to the novel one.  Blocking is 
the converse effect: given a CS-element already associated with the US, negligible conditioning 
takes place to the novel element. 

The way in which prior knowledge guides future conditioning can be represented in the 
contingency space encountered first in Chapter 5, and shown again as Figure 15.2.  Given the 
US, the animal has for each potential CS prior estimates of the probability of the US given that 
CS (p(US|CSi)) and the probability of the US in the absence of the CS (p(US|CS i)).  Complete 
conditioning (the consequence of a history of perfect prediction of the US by the CS) is indicated 
by point A in the figure, where p(US|CS i) = 0 and p(US|CSi) = 1.  Any other situation represents 
something less than complete positive conditioning.  Complete conditioning of a safety signal, a 
CS-, is indicated by point B in the figure.   

The ease with which a particular stimulus (or response, as we will see in a moment) can 
become conditioned as a CS+ should obviously depend on its distance from point A in the space.  
However, the conditionability of one stimulus is not independent of the conditionability of oth-
ers.  As we saw in the last chapter, cues compete with one another.  This is implicit in most mod-
els of conditioning, and explicit in the Rescorla-Wagner model, one of the most influential (see 
Note 22, Chapter 14).  The function of conditioning is to determine action, which means the 
animal must generally decide which of two things is better, or worse — a conclusion that both 
are equal is not helpful as a guide to choice.  Thus, ease of conditioning should depend on the 
distance of a cue from point A in the space relative to the distances from A to other cues.   

 Let’s look at some of the cases described in the last chapter from this point of view:  
Blocking:  The already-conditioned element lies at point A, whereas the novel, unconditioned 
stimulus, X, lies at point X on line NC, which represents the prior probability (innately deter-
mined if this is an entirely novel stimulus) that this stimulus is associated with the US.  The hori-
zontal coordinate of X is determined by the animal’s pre-exposure to the US, since it is the prob-
ability of the US in the absence of the novel CS.  Since the animal has already had several condi-
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tioning trials, p(US| X ) is quite high.  The vertical coordinate of X is set by prior experience, and 
innate factors that may link some classes of stimuli (e.g., tastes) to some classes of USs (e.g., 
sickness).  Since stimulus A in Figure 15.2 is already perfectly conditioned and X is a long way 
from the point of perfect conditioning, the conditionability of X is obviously low.  
Conditioning to novel tastes:  If a familiar and a novel taste both precede poisoning, aversion 

develops to the novel taste.  The familiar taste, F, can 
be represented by point F in Figure 15.2.  p(US|F) is 
low, and p(US| F ) = 0 if this is the animal’s first expo-
sure to sickness.  The novel taste, N, can be represented 
by point N since its (innate) prior association with 
sickness is presumed high — or at least higher than for 
F.  Clearly, point N is closer to A, complete condition-
ing, than point F, so that aversion develops to the novel 
taste, N.  
 Latent inhibition: Preexposure of the CS in the ab-
sence of the US retards conditioning.  If a novel CS is 
located at N in the contingency space, then preexposure 
without the US must displace its location to some lower 
point on the vertical axis, say F, since experience of the 

CS in the absence of the US should reduce the animal’s estimate of p(US|CS).  Consequently, CS 
preexposure should retard conditioning.   
Pre-exposure to the US. This is a case not previously considered that also fits into this scheme.  
Given prior exposure to the US in the absence of the CS, the situation at the outset of condition-
ing can be represented by the intersection of lines NC, representing p(US|CS) for the novel CS, 
and PQ, representing the above-zero probability of the US in the absence of the CS.  The inter-
section of these lines at point Z is obviously more distant from point A than point N, the compa-
rable intersection in the absence of US preexposure.  Hence we might expect US preexposure to 
retard conditioning, as it usually does.   

Thus the contingency space provides a useful summary for the effects of novelty and pre-
exposure on CS conditionability.   

Temporal relations between a potential CS and 
the US are the second source of information available to 
the animal in making its causal inference.  As we saw in 
the last two chapters, and in Chapter 5 (Figure 5.13), 
relative proximity to the US is important, with better 
conditioning if the CS closely precedes the US than if it 
closely follows the US.  The general form of the function 
relating CS-US delay (for a given US-CS time, i.e., inter-
trial interval) and the inferential weighting given to the 
CS, the delay-of-reinforcement gradient,7 is shown sche-
matically in Figure 15.3.  The figure summarizes two 
facts and a conjecture about the effect of CS-US delay: 
The optimal CS-US interval is slightly greater than zero; 
but otherwise, longer CS-US delays are less effective in producing conditioning.  The part of the 
gradient to the right of zero is dashed, because I am uncertain of its meaning:  Both forward and 
backward conditioning are possible, which suggests that there should be a gradient to the right of 
zero.  On the other hand, it is not certain that backward conditioning ever persists beyond the 
first trial — this part of the gradient may not have a stable existence.  Whether it does or not, it is 

Figure 15.2. Representation of Bayesian 
inference in a contingency space. Points F, 
N, X, and Z represent different prior con-
ditions discussed in the text. 

Figure 15.3. Schematic representation 
of the delay-of-reinforcement gradient. 
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clear that greater CS-US delays are tolerated in the forward direction, hence the steeper slope of 
the dashed portion. 

As already mentioned, cues compete, so that other things being equal, of two stimuli both 
equally often paired with the US, the stimulus relatively higher up on the delay-of-reinforcement 
gradient is favored at the expense of the other.   

As I pointed out earlier, the part of the delay-of-reinforcement gradient to the left of time 
zero (forward conditioning) probably reflects limitations on memory.  Consequently, events such 
as food or shock (i.e., potential USs) that are easy to remember (cf. Chapter 11) should have 
more extended gradients than neutral events and be easier to condition over delays.  And so it is: 
Trace conditioning, in which the CS occurs briefly and is followed by the US only after a delay 
(cf. Figures 5.6 and 5.13), fails at CS-US delays over a few seconds.  But temporal conditioning, 
the periodic presentation of the US (the US also acts as a CS and the US-US interval corresponds 
to the CS-US interval in trace conditioning), is successful over delays of minutes or even hours. 

Anything that makes an event easier to remember should facilitate learning.  Increases in 
stimulus intensity or duration, elimination of sources of proactive and retroactive interference, 
should all help.  We will see in a moment that conditioned reinforcement acts in this way to aid 
operant conditioning. 

In summary, animals use prior information, either innate or from previous experience, to-
gether with information about temporal relations between CS and US, to guide conditioning.  
Candidates for conditioning (i.e., potential causes) are identified either before or after US occur-
rence, as I described in the last chapter.8 Identification of candidates is an active process — Pav-
lov termed the behavior associated with noticing and processing novel stimuli the orienting re-
flex.  The orienting reflex and indeed all new learning seems to be motivated by surprise, a per-
ceived discrepancy between reality and the animal’s representation of it.   

The details of the process by which candidates are selected, and the precise composition 
of the candidate set are not known.  (It is even a simplification to talk of a candidate set as if it 
contained a number of independent elements, when what seems to be changing during condition-
ing is some form of representation in which stimulus elements are unlikely to be completely in-
dependent of one another).  All we know for sure is that Pavlovian conditioning does involve 
selection from among a set of possibilities, that the selection is biased by innate factors and pre-
vious experience, and that the temporal relations between a putative CS and the US are impor-
tant, although not necessarily decisive, determinants of the outcome.  

Inference and operant conditioning 
This scheme applies with little change to the learning of activities.  The problem for the 

animal is still to decide which of several possibilities caused the US; the only difference is that 
now the possibilities are aspects of its own behavior.  Figure 15.2, remains unchanged, except 
that the axes are now p(US| R i) and p(US|Ri), where Ri is the ith activity.  The delay between re-
sponse and reinforcer (US), and prior information about the response, both guide conditioning. 

A complete, formal representation of operant conditioning therefore requires a four-
dimensional contingency space, with two dimensions for the conditional probability of the US 
given the presence and absence of stimuli, and two more dimensions giving the conditional 
probability of the US given the presence and absence of responses.   

The major difference between operant and classical conditioning is in the selection of 
candidates for conditioning.  In the Pavlovian case, the candidates (potential CSs) in some sense 
already exist and merely have to be attended to by the animal.  There is probably less to this dif-
ference than meets the eye, in the sense that external stimuli must be encoded by the animal be-
fore they become candidates: stimuli and responses are both names for internal processes.  The 
only real difference is that operant behavior has a feedback function: by doing something the 
animal may change his environment, but merely encoding something, without action, has no ef-
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fect.  Moreover, if there is a real dependency between reinforcer (i.e., the US) and behavior, the 
US will not occur unless the appropriate behavior occurs.  This priority of action is the func-
tional basis for spontaneous activity, which, as we saw in Chapter 4, underlies all operant behav-
ior.   

As in Pavlovian conditioning, there are priors associated with any candidate.  For exam-
ple, if food is given to a pigeon just after it has pecked and preened (in either order), it is much 
more likely to associate the food with the pecking than the preening, even though the preening is 
closer to the food.  Priors contribute to the selection of one response over another as the probable 
cause of the US.   

Priors can also be used to originate a response: this is the message of autoshaping.  The 
CS in an autoshaping experiment is a signal for food; the pigeon comes equipped by its evolu-
tionary and personal history with a repertoire of activities that have proven useful in food situa-
tions.   These activities involve both the internal economy of the animal, and its relations with 
the external world.  Activities of the first kind are the traditional province of Pavlovian condi-
tioning.  Autoshaping, and other examples I will describe in a moment, are examples of the sec-
ond kind.  Skeletal activities such as pecking and a few others such as pacing and bill swiping 
comprise a modest repertoire that has proven useful to ancestral pigeons in food situations.  Con-
sequently, pigeons have been designed by their evolution so that these activities are the first to 
occur in any situation where (by the animal’s estimate) food is probable.   

Behavior of this sort might be termed situation-induced.  It forms the matrix out of which 
operants, as functional units with stimulus and response components, will emerge.  Every situa-
tion generates its own range of activities, and from this set a single activity or a small number of 
activities will eventually emerge, over repeated trials, as the learned response.  Induced behavior, 
in this sense, corresponds to Skinner’s emitted behavior; the difference is that induced behavior 
is largely determined by the situation that produced it (not largely random, as the word “emis-
sion” implies), and the inducing factors continue to act and guide the process of operant condi-
tioning.  There may be no such thing as pure emitted behavior, occurring at random and free 
once it has occurred to become conditioned to any stimulus by any reinforcer.  

Inducing situations are of two main types: The outcome of Pavlovian training, where the 
food-significance (or significance in terms of some other reinforcer) of a stimulus has been es-
tablished by a prior predictive history; or simply the delivery of food.  Because food often occurs 
in patches or “runs”, finding one piece of food is often a signal for others (cf. the discussion of 
area-restricted search in Chapter 9).  Many animals innately treat food as a signal for more food, 
therefore, so that food delivery (especially in a novel context) elicits the full range of food-
related activities — a hungry chicken when given a little grain will at once become active, start 
scratching at the floor and pecking at small objects, for example.  Or a rat receiving periodic 
food will spend much more time in food-related behavior following an occasional extra-large 
food portion — even if it gets the extra food every day for many days (Reid & Staddon, 1982). 
The unexpected occurrence of other hedonic stimuli, such as shock, water, or a conspecific, simi-
larly arouses a set of specific activities.  

It is hardly conceivable that animals could be constructed so as not to make use of prior 
information in this way, no matter how congenial such a tabula rasa (blank-slate) view might be 
to traditional stimulus-response theory.9  Life in a changing environment (and the animal 
changes its environment merely by moving through it) constantly poses fresh problems.  Finding 
food or a mate, and the avoidance of predators, are ever-present challenges.  All problems can be 
thought of as a search through a set of potential solutions.  Sometimes the set is very well de-
fined, as in finding a source of food: the animal moves at such and such a speed in a uniform en-
vironment, can scan such and such an area per unit time, and the density of food sources is such 
and such.  At other times, if the environment is not uniform, or if the type of response required to 
obtain food is not specified, the set of solutions is much harder to define.  Animals have limited 
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computational resources and limited time.  Without some means of limiting the search, most 
such problems would take too long to solve.  Animals can only reduce their problems to a rea-
sonable level of difficulty by making use of prior knowledge — both individual and racial, onto-
genetic and phylogenetic. 

There are now numerous documented examples of the spontaneous emergence of food-
related behaviors in food situations and fear-related behaviors in frightening situations.  Some of 
the most dramatic come from attempts to train animals such as pigs and raccoons to do tricks.  
Marion and Keller Breland wrote a paper, ruefully entitled “The misbehavior of organisms,”10 in 
which they describe a number of failures to condition (by operant means) several “arbitrary” ac-
tivities.  For example, a raccoon was being trained to pick up a wooden egg and drop it down a 
chute.  At first the animal easily released the egg and went at once to the feeder for its bite of 
food.  But the second time the animal was reluctant to let go of the egg: “He kept it in his hand, 
pulled it back out, looked at it, fondled it, put it back in the chute, pulled it back out again, and so 
on; this went on for several seconds” (Breland & Breland, 1966, p.67).  Animals of other species 
— otters, pigs and squirrel monkeys — are equally reluctant to let go an object that has become a 
reliable predictor of food. 

In another experiment, a chicken had been trained to make a chain of responses, leading 
at last to standing on a platform for 15 sec, when food was delivered.  After training, the chicken 
showed vigorous ground scratching (an apparently innate food-seeking activity) while waiting on 
the platform.  

The activity observed depends on all aspects of the situation.  For example, in yet another 
experiment the Brelands trained a chicken to operate a firing mechanism, which projected a ball 
at a target; a hit then produced food.  All went well at first, but when the animal had learned the 
temporal association between ball and food, it could not refrain from pecking directly at the ball.  
Thus, when a chicken must stand and wait for food, it ground-scratches, but when it has a food-
like object that signals food, it pecks at it.  In mammals and birds information from several 
sources contributes to the selection of a response. 

In situations associated with electric shock, animals show so-called “species-specific de-
fense reactions,” that is, built-in reactions to potentially dangerous situations (Bolles, 1970).  
There are three main reactions to danger: flight, fight, or “freeze” (remain immobile).  Which 
one is chosen depends in sensible ways on the magnitude and certainty of the threat, and the es-
cape routes and cover available.  For example, baby chicks, poor fighters at best, are likely to 
freeze in any threatening situation, unless cover is available, in which case they are likely to run 
to it.  Rats will flee from a superior opponent, fight an inferior one, and freeze if the source of 
danger is uncertain.  

The reactions are quite specific both to the type of hedonic stimulus and the other fea-
tures of the situation.  For example, even in the apparently simple pigeon-autoshaping situation, 
the type of US makes a difference.  Careful observations show the form of the pigeon’s peck dif-
fers depending on whether it expects food or water:  Pigeons attack grain with an open beak, 
whereas they suck water with a closed beak.  The autoshaped peck shows the appropriate corre-
lations: The birds peck a food CS with an open beak, a water CS with a closed one.  Other ex-
periments have shown that types of food that require different handling also elicit matching auto-
shaped responses. 

Behavioral variation and sampling. 
If a situation can be identified with precision and there is a unique solution, then evolu-

tion will tend to build it in to the organism — especially if the risks associated with rigidity are 
negligible and/or the costs of error are high.11 Thus, species-identification is generally either in-
nate or depends in a rigid way on early experience.  Protective reflexes, as we saw in Chapter 2, 
are almost impossible to modify.   
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What holds for phylogeny also goes for ontogeny.  A situation in which the outcome is 
relatively certain and of high value (positive or negative), is not a situation that encourages vari-
ability in behavior.  If the outcome is positive, then variation will incur a substantial loss in the 
form of positive outcomes foregone; if the outcome is negative (as on a shock-avoidance sched-
ule) variations from the effective response will also incur a heavy loss in the form of negative 
outcomes encountered.   

The rule that high-valued situations tend to produce stereotypy accounts for the two 
phases in the Breland’s experiments.  For example, when the raccoon first learned to drop his 
egg down the chute, nothing much depended on it.  But after a few tries, with food following 
every egg, the egg became a rich food predictor.  The raccoon’s genes tell him what to do with 
something that looks like food, is strongly associated with food and can be handled like food: 
hang on to it!  So he did; failed then to get more food; became less reluctant to let go of the egg; 
dropped a couple; got more food; the egg became valuable again; and so on2.  The rigidifying 
effect of high hedonic value also accounts for the feature-negative effect, which occurs when S+ 
is a rich predictor of food, not when it is a poorer predictor, and for omission autoshaping, which 
also occurs only when the stimulus is brief, hence a strong food predictor.   

The same rule applies on reinforcement schedules.  A hungry pigeon pecking a key for 
food on a relatively rich schedule should spend little time doing anything else: the food given up 
is certain, the prospect of a better alternative tenuous.  Similarly, a well-trained squirrel monkey 
pressing a lever to avoid shock also has little incentive to explore: time out from pressing will 
soon be punished, and long training has taught the animal the futility of looking for a better game 
in this situation.  

This argument is really the same one we have already encountered in the form of the 
marginal-value theorem in Chapters 7, 8 and 9, except that the animal’s choice here is not be-
tween staying or leaving a patch, but between allocating its time to one activity (the reinforced 
response — although this term needs some further definition) vs. others: exploitation vs. sam-
pling.  The general rule is: the “hotter” the situation, and the more experience the animal has 
with it, the less variable the behavior.  Consequently, animals soon come to behave in rigid ways 
in situations of high hedonic value: on schedules involving electric shock or high food depriva-
tion and frequent food, for example.  We will see in a moment that this rigidity has some surpris-
ing and sometimes maladaptive consequences.  

THE GUIDANCE OF ACTION 
We are now in a position to pull together the threads of an account of operant conditioning.  The 
account has three ingredients: (a) The initial state of the animal — this corresponds to the set of 
candidates, both external stimuli and aspects of the animal’s own behavior, for predictors of the 
hedonic stimulus (the US or reinforcer).  (b) The selection rules that determine how the set of 
candidates is changed.  (c) The feedback function that determines how the animal’s behavior 
changes the external world, that is, the stimuli, both hedonic and otherwise that act on the ani-
mal.  I will say something about each of these three ingredients, and then describe how they in-
teract to produce both operant and classical conditioning.  In the final section, I discuss some 
common learning phenomena in light of these principles.  

Initial State 
Situations vary in familiarity.  If the situation is novel, then animals seem to have avail-

able a variety of built-in activities that serve the function of testing the situation in various ways.  
Small animals subject to predators will naturally be cautious at first.  A rat, especially a feral rat, 
placed in a laboratory environment will at first hide, or at least remain immobile for some time.  

                                                 
2 Killeen (2003) has recently attempted to unravel the complex dynamics involved in omission-training situations.  
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If nothing bad happens, the animal will probably explore, not entirely randomly, but according to 
rules that depend on the nature of the place.  In a maze, as we have already seen (Chapter 12), 
rats will tend to avoid recently visited locations.  They also have a fairly stereotyped routine elic-
ited by novelty that includes rearing, sniffing and nosing into holes (Kello, 1973). This activity is 
almost entirely endogenous and innate.  If the environment contains another animal, then a reper-
toire of social “probes” is called into play that serves to establish the sex and status of the 
stranger.  

These activities serve the function of exposing the animal to stimuli that allow it to build 
up an internal representation of the environment.  As we have already seen, the experimental 
evidence for a maplike spatial representation is now quite strong (Chapter 12; see also Staddon, 
2001b, Chapters 11 & 12, and references therein).  The behavior is also, of course, guided by this 
developing representation.  Other things being equal, the animal is likely to seek out parts of the 
environment that are relatively less familiar, either because they have not been visited in some 
time or because they have never been visited.   

At some point, perhaps as a consequence of action by the animal, perhaps for some other 
reason, something of value to the animal may occur — delivery of food or electric shock, the ap-
pearance of a conspecific.  The situation is now both more familiar (the animal has experience of 
other food situations, for example) and one where it pays the animal to invest additional efforts, 
both of thought (computation) and activity:  “There is something good (or bad) here; I had better 
find out about it!”   

This additional effort is termed arousal, and it can 
be measured both physiologically (via electrical measures 
of brain activity) and behaviorally.  For example, in an ex-
periment by Killeen and his associates (Killeen, Hanson, 
& Osborne, 1978; see also Killeen, 1982) a hungry pigeon 
was placed in a Skinner box instrumented so as to measure 
the amount of moving about by the bird.  The floor was 
divided into six hinged plates, so that as the bird walked 
from plate to plate, switches were depressed and released.  
After about 30 minutes to settle down, the pigeon was 
given a single feeding and allowed to remain in the appa-
ratus for a further 30 minutes.  This procedure was re-
peated for several days.  The records of switch operations 
for these days were then averaged to show how the amount 
of movement declined with postfood time.  The results are 
strikingly regular.  Food delivery produces an immediate 
increase in activity that declines exponentially with post-
food time, as shown in Figure 15.4. 

The regularity of these curves depends upon con-
siderable averaging; the effect of a single food delivery on 
the behavior of an individual pigeon is by no means this 
predictable.  But this is not surprising.  The functional ar-
gument tells us that the animal should “try harder” after 
food, but this effort involves both computation and activity.  Hence activity is only an indirect 
measure of the total effect of the single feeding.  There are also good reasons why both computa-
tion and activity should involve random elements.  As we saw in earlier chapters, all adaptation 
involves selection from a variable set of possibilities.  The arousal produced by food suggests 
that the animal is generating “candidate causes” for the food at a high rate that decreases as the 
food delivery recedes into the past. 

Figure 15.4. General activity as a func-
tion of time after a single, isolated 
feeding. Each curve is the average of 
several pigeons in similar experiments. 
The fitted straight lines correspond to 
the function y = A exp(-Bt), where A
and B are constants. The y-axis is loga-
rithmic. (From Killeen, Hanson, & Os-
borne, 1978.) 
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Hedonic stimuli are not the only things that arouse animals.  The food in Killeen’s ex-
periments was not delivered the instant the pigeon entered the apparatus because the first en-
counter each day with the Skinner box is itself arousing.  Any situation reentered after a delay is 
to some degree novel and generates the exploratory thought and action appropriate to a novel 
situation.  The animals were left in the box for an unpredictable time (so they could not antici-
pate when food would occur) long enough to allow the arousal elicited by the bird’s initial en-
counter with the box each day to habituate.   

The general rule is that arousal is elicited by situations of potential importance (in the 
evolutionary sense) to the animal.  Such situations seem to be of three kinds: novel or surprising 
situations, and situations involving hedonic stimuli such as food, shock or another animal.  Both 
surprise and novelty motivate learning (i.e.. changes in the animal’s internal representation), 
which reduces surprise and novelty.  Hence, their effects are self-limiting and the arousal they 
produce habituates with time.  The distinctive thing about hedonic stimuli (reinforcers) is that 
their arousing effects do not habituate — although the variety of behavior decreases with experi-
ence. 

Selection rules 
If a reinforcer is delivered to an animal for the first time in a new situation, the animal 

becomes aroused: more behavior occurs and (we infer) the animal attends more to external stim-
uli.  But these effects are selective, guided by the priors appropriate to the reinforcer: certain 
kinds of stimuli will command more attention than others, certain kinds of action are more likely 
than others, and some actions are more likely than others to be considered as potential causes of 
the reinforcer.   

As additional reinforcers occur, temporal relations 
— the delay-of-reinforcement gradient — also have an 
effect in reducing the set of candidates:  Candidates that 
are especially memorable, or closely precede the rein-
forcer being preferentially retained, according to the 
principles discussed in the previous chapter.  Thus, at 
each instant the candidate set is determined by the priors 
and temporal relations associated with that situation.  As 
further reinforcers occur, the candidate set is changed as 
both these factors change.  If the reinforcers are delivered 
according to a simple rule, then the set of candidates will 
eventually be reduced so that stimuli and responses con-
sistent with the rule are retained and others are lost. 

The selection of response candidates is not inde-
pendent of the selection of stimulus candidates, because 
conditioned stimuli redefine the situation and provide tar-
gets for responses.  Key pecking does not occur in the 
autoshaping situation until the animal has learned about 
the predictive relation between the CS and food, for ex-
ample.  The CS now defines a food situation and provides 
a peckable target. 
Response-reinforcer contiguity.  We know little about 
the details of these processes.  For example, the temporal 
relation between response and reinforcer was once 
thought to be the only factor in conditioning, yet now we are less certain how it acts.  Animals 
are sensitive to immediate contiguity between their actions and stimulus changes, but this is 
clearly not the only way they assess cause-effect relations. 

Figure 15.5. Receiver operating charac-
teristic (ROC curves) for four pigeons 
in an experiment to measure pigeons' 
ability to detect response-dependency. 
P(hit) is the proportion of times that a 
pigeon indicated “yes” (by pecking the 
right key) when a stimulus change was 
caused by the response; P (false alarm) 
is the proportion of times that a pigeon 
indicated “yes” when a stimulus change 
was caused by the computer. (From 
Killeen, 1978.) 



Staddon  AB&L: Chapter 15 

 15.13   

When they have ample opportunity to sample, and factors like autoshaping don’t create a 
strong bias in favor of a particular response, animals’ ability to detect response-dependent stimu-
lus changes is excellent.  For example, in another experiment by Killeen (1978), pigeons pecked 
the center key of three and one in twenty pecks were unpredictably followed by darkening of the 
center key and illumination of to the two outside keys.  As the pigeon pecked the center key, the 
controlling computer was generating “pseudo pecks” (undetectable by the pigeon) randomly at 
the same rate.  Thus, half the time, the stimulus change depended upon the bird’s peck (accord-
ing to a variable-ratio 20 schedule).  On the remaining occasions, the stimulus change occurred 
independently of the animal’s behavior (i.e., a 
variable-time schedule).  If the stimulus change on 
the center key was response-contingent, a peck on 
the right key gave immediate food, but a peck on 
the left key caused a brief timeout, thus delaying 
access to future food opportunities.  Conversely, if 
the stimulus change was independent of respond-
ing, a peck on the left key produced food, a re-
sponse on the right, timeout.  The contingencies in 
this experiment are shown in Table 15.1.  Pigeons 
had little difficulty in responding accurately, even 
though the only cue available to them was the very brief time between a peck and stimulus 
change, and even though the peck-stimulus times for some response-independent changes must 
have been less than the time between pecks and response-dependent changes.  

Because these two peck-stimulus-change distributions were not completely separate,12 
perfect accuracy was impossible.  Nevertheless, the pigeons’ ability to detect the small time dif-
ferences between response-dependent stimulus change and response-independent change was 
very good — and when Killeen varied the relative payoff for hits (correct identification of re-
sponse-dependency) vs. correct negatives (correct identification of response-independent stimu-
lus change) the pigeons adjusted their bias appropriately.  Figure 15.5 shows ROC curves (i.e., 
plots of the probability of a “hit” vs. the probability of a “false alarm”, see Chapter 9) traced out 
as relative payoff was varied, and it is clear that the pigeons behaved very much like the theoreti-
cal “ideal detector.”   

Thus, the time between a response and a positive reinforcer that follows it must play a 
role in response selection.13 Response-reinforcer contiguity can play only an indirect role in 
avoidance schedules, however.  In shock-postponement procedures, for example, brief shocks 
occur periodically (every t1 sec) unless the animal makes a response; each response postpones 
the next shock for t2 sec (see Chapter 5).  Although rats find such schedules difficult (and pi-
geons find them almost impossible), most of the “standard” experimental animals can eventually 
learn to make the required response.  Response-shock contiguity can play a role only by selec-
tively eliminating from the candidate set responses that are ineffective in putting off shock.  Of 
course, adaptation to shock-postponement schedule is much easier if the effective response is a 
natural defense reaction, but in that case temporal relations have almost nothing to do with re-
sponse selection. 

So response selection by positive reinforcement is partly guided by the temporal relations 
between responses and reinforcers — and these relations may have an indirect effect on response 
selection by negative reinforcement.  Nevertheless, once a particular response has been selected, 
response-reinforcer delays may have little effect (as we will see in a moment).  Response 
strength, defined in the various ways discussed in Chapter 11, is not affected by response-
reinforcer contiguity.  The role of contiguity seems to be more one of guiding responding on a 
moment-by-moment basis rather than in some way connecting a particular response to a particu-
lar stimulus, as was at one time supposed.

14 

Table 15.1 
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Shaping. The moment-by-moment effect of contiguity is demonstrated dramatically in the well-
known animal-training technique of shaping by successive approximations.  Shaping, a standard 
classroom demonstration as well as a traditional method of animal trainers, proceeds in two 
steps.  First a hungry pigeon or rat is allowed to become familiar with its environment, the pres-
ence of the trainer and so on.  Then the trainer settles on some trick he wishes the animal to per-
form.  The trick will either be something that animals occasionally do spontaneously (most cir-
cus tricks are of this sort — seals balancing balls, dolphins leaping etc.); more complex acts are 
built up out of elements, as I describe in a moment.  If the animal is inactive, it may be given 
some food, which will usually produce activity via the arousal mechanism described earlier.  If 
the target act then occurs it is immediately reinforced by feeding the animal as soon as it behaves 
in the desired fashion.  Consistent reinforcement for the act, interspersed with judicious “free” 
reinforcers if activity wanes, soon suffices to produce an animal behaving in the appropriate 
fashion.  Little really new has been created, however.  The training has merely brought an exist-
ing behavior under the stimulus control of the trainer — the hungry seal now balances the ball 
when the trainer feels like it, not at the whim of the seal. 

But this is not the limit of shaping.  All too often, the desired act does not occur sponta-
neously in its entirety.  This is where the “successive approximations” come in.  As before, the 
trainer decides on a target behavior, but instead of waiting for perfection, he reinforces behavior 
that in his judgment approximates, or is a component of, the desired behavior.  For example, if 
we want a pigeon to walk in a figure-eight pattern, we begin by reinforcing turning in one direc-
tion.  Once that is well established, we wait until the animal shows an incipient turn in the oppo-
site direction after completing the first turn, then reinforce it.  And so on, until the whole pattern 
is established.  Before autoshaping was discovered, key pecking was shaped in this way.  First 
the bird was fed after any movement in the general direction of the key.  Then, once it had 
learned to position itself in front of the key, any head movement was reinforced, then movement 
directed towards the key, and finally pecking the key.   

The possibility of shaping indicates that the set of stimulus and response candidates is not 
closed: the animal does not at once show everything of which he is capable in a given situation. 

Shaping takes a certain amount of intuition on the part of the trainer, because he must 
guess which movements will be precursors of the desired pattern.  The trainer must in fact have a 
crude idea of the way the animal’s movement system is represented.  Sometimes the task is triv-
ial — in training the animal to approach a certain place for example.  Here physical and psycho-
logical distances are equivalent.  It may be less clear how to proceed if the desired behavior is 
some complex movement.   

 Most of human education is of course a process of shaping: the problem is not so much 
“strengthening” a behavior as getting it to occur for the first time.  Even the term behavior is 
misleading, since the objective of other than skill learning is the attainment of that special change 
in internal state known as “understanding.”   The point about understanding something is not any 
particular behavior, but rather the creation of a whole new repertoire of behavior.  The difficulty 
in getting children to understand something like long division is finding the necessary precursor 
behaviors — the proper sequence of subtasks that will lead to mastery.  If the subject is well 
structured (like mathematics, or shaping of location in the pigeon), there is less difficulty than if 
the subject has no obvious structure.  In teaching mathematics, addition and subtraction is an es-
sential prerequisite to mastery of division and multiplication, for example.  Even so, one can 
imagine several ways to get children to understand addition itself — by manipulation of counting 
sticks, by logical explanation, by induction from examples, by rote memorization of tables, and 
so on: there is an order at a higher level, but nothing to guide teaching of the elements.  There is 
no unique sequence at any level to guide the teaching of history, or writing, or even psychology.  
Different students may have different initial expectations (priors) about such fields, so that dif-
ferent sequences might be appropriate for different people.  The problem of the proper sequence 
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is at least as important to the success of shaping as the timely delivery of reinforcers.  In human 
learning, it is much more important.15 

 In summary, we know that both priors and temporal relations contribute to the selection 
of stimuli and responses but temporal relations do not always dominate.  We also know that the 
more valuable the reinforcer, the smaller the final set of candidates, that is, the more stereotyped 
the behavior. 

Feedback Function 
Candidate activities interact with the environment through a feedback function.  In the 

natural environment, feedback functions are generally positive and the interaction is almost in-
variably productive.  For a raccoon, manipulation of something associated with food, like a nut 
or a corncob, will usually help him to get at the eatable portion.  For a pigeon, finding grain un-
der leaves will lead to pecking at leaves, 
which is likely to reveal more food.  In 
these cases, the response induced by food-
predicting stimuli will often produce more 
food — and will never prevent food.  Such 
behavior looks food-reinforced: Because the 
behavior is effective, its induced nature is 
concealed.  Only the omission contingency 
reveals that the dominant factor is not the 
temporal relation between response and 
food, the response contingency, but the pri-
ors associated with the predictive relation 
between stimulus and food, the stimulus 
contingency. 

Every reinforcement schedule in-
volves stimulus as well as response contin-
gencies.  Even the simple fixed-interval 
schedule, in which the first response T sec 
after reinforcement produces the next reinforcement, provides two valid predictors of the rein-
forcer: the response, and postreinforcement time.  Consequently, every operant conditioning pro-
cedure has the potential for conflict between inducing factors and the temporal relations (re-
sponse-reinforcer contiguity) that select for one response over another.   

Inducing factors are of two kinds.  The first we have just encountered: the priors (innate 
and otherwise) that prescribe the occurrence of food-related activities in a situation where food is 
likely, of agonistic activities in a situation where conflict is likely, and so on.  The second induc-
ing factor derives from activities that compete with the dominant, reinforcer-related activity: A 
hungry rat needs to eat, and in the presence of a signal for food it will show food-related activi-
ties such as gnawing and pawing at the feeder (see Staddon & Ayres, 1975; Locurto, Terrace, & 
Gibbon, 1981).  However, it also needs to spend time in other activities such as grooming, drink-
ing, running and so on (see Chapters 7 and 11).  These activities compete with food-related ac-
tivities and tend to displace them in the presence of stimuli that signal a low probability of food 
(see the discussion of behavioral competition in Chapters 11 and 12).  These two factors — in-
duction of US-related activities in US-predictive stimuli, and US-unrelated activities in stimuli 
predicting US absence — are different sides of the same coin; both are aspects of mechanisms 
that allow animals to allocate their time and energy efficiently. 
Schedule-induced behavior. On fixed-interval and fixed-time schedules, these processes lead 
to the partitioning of the fixed period between food deliveries into two main periods: the time 
just before food, which is devoted to food-related activities (the terminal response) and the time 

Figure 15.6. Left panel: a hexagonal apparatus provid-
ing a rat with opportunities to run, drink and eat, look at 
another rat, and hide in a tunnel. Right panel: average 
behavior within each interfood interval of a single rat 
after extended training on a schedule in which a single 
food pellet was delivered every 30 sec in this apparatus. 
(From Staddon & Ayres, 1975.) 
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just after food, which is devoted to other activities such as drinking and running (interim activi-
ties).16 The resulting distribution of activities for a rat on a 30-sec periodic food schedule is 
shown in Figure 15.6 (see also Figure 11.4).  The left panel shows the apparatus in which the 
food was delivered; the right panel shows the average distribution of activities in between food 
deliveries.  

The terminal response and some of the interim activities occur at a higher rate than they 
would in the absence of the periodic food schedule.  The terminal response is always reinforcer-
related, but the interim activities differ from species to species.  If water is available, for exam-
ple, rats and monkeys on a periodic-food schedule will drink to excess during the interim period 
(schedule-induced polydipsia).  Pigeons, on the other hand, show no excess drinking, but will 
attack a conspecific or a stuffed model during this time.  The excessive nature of many interim 
activities indicates that they cannot be explained solely by efficient time allocation: It makes 
sense that the rat should drink just after, rather than just before, food on a fixed-time schedule.  
But the allocation argument does not require the animal to drink to excess.  Yet rats on fixed-
time schedules in the one- to four-minute range can drink three to four times their normal daily 
amount within a one-hour session.17 

There is still controversy on the causes of schedule-induced interim activities.  It is easy 
to understand the effect of periodic food on the terminal response.  From a functional point of 
view, it pays the animal to expend more effort exploiting a richer resource; hence the positive 
relation between rate of the terminal response and rate of food delivery is understandable.  Chap-
ter 7 is devoted to this general argument.  The generally increasing interval-schedule response 
function may be related to the arousal effect of single reinforcers discussed earlier.  For example, 
Killeen (1982) has shown that cumulating arousal alone is sufficient to account for the negatively 
accelerated relation between food rate and rate of the terminal response on interval schedules: If 
each food delivery adds to the total level of arousal according to the exponential function shown 
in Figure 15.4, then as food deliveries come more frequently, there is less time for the arousal 
elicited by each food delivery to decay before the next food delivery and the average arousal 
level increases.  Given a ceiling on response rate, the predicted relation between food rate and 
(terminal) response is an increasing, negatively accelerated one which conforms quite well to the 
observed response function (see Equation 11.8, the hyperbolic relation proposed by Herrnstein).  

We saw in Chapter 7 that the interval-schedule response function, though increasing over 
much of the range, does turn down at very high food rates.  The comparable relation between 
rate of induced drinking (the best-studied interim activity) and food, peaks at much lower food 
rates than the response function for the terminal response.  This difference can be understood as 
follows.  Both the terminal response and schedule-induced drinking take up a larger and larger 
percentage of the interfood interval as the interfood interval decreases (food rate increases).  At 
some point, activities other than these two are completely excluded.  Further decreases in the in-
terfood interval mean that the time taken up by the terminal response increases at the expense of 
drinking, leading to a downturn in the drinking function.  

The best evidence for this interpretation is that activities such as running in a wheel, that 
occur on schedules but are not facilitated (induced) by them (these have been termed facultative 
activities), are progressively suppressed at high food rates.  The effect is illustrated in Figure 
15.7, which shows the rates of drinking and wheel-running in the apparatus shown in Figure 15.6 
on different periodic food schedules, ranging from fixed-time 3 min to fixed-time 5 sec.  Drink-
ing increases as food rate increases, but running decreases.  

It is still not clear why interim drinking tends to increase along with the terminal response 
on periodic food schedules.  There is obviously some relation between the increase in drinking 
and the cumulative increase in arousal produced by the periodic food, but why drinking should 
be specially favored in rats and attack in pigeons, and why either should be facilitated rather than 
suppressed by increases in the rate of periodic food, is not known.  
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Conclusion 
Reinforced learning proceeds through four, repeating 

stages, three in the animal, one in the environment: surprise 
(or novelty) → inference → action → new situation → sur-
prise...  A new situation elicits a program of first protective 
and then exploratory activities that serve to build up a repre-
sentation, and perhaps change the value of the situation — by 
causing the delivery of food or electric shock, for example.  
Causes for the change, in the environment and the animal’s 
own behavior, are identified by the inference principles de-
scribed in this and the previous chapter: Candidates are 
weighted according their salience, prior relation to valued 
events, and relative temporal proximity to the US.  Identifica-
tion of causes allows hill-climbing processes to act: if the 
change produced is an improvement, and stimulus A is identi-
fied as the probable cause, A can be approached.  If further 
instances confirm A’s predictive value, perhaps some re-
sponse may be made to A (autoshaping).  If response B is 
identified as the probable cause, B can be repeated.  B then 
acts to change the environment according to the prevailing 
feedback function.  If the outcome is surprising (e.g., no fur-
ther improvement) the inference rules are applied again, the 
predictive relations change and some other stimulus may be 
attended to, and some other activity may occur.   

The whole process stabilizes when the action induced 
by these principles maintains the conditions that gave rise to 
it: the animal is no longer surprised by what happens to him, 
and the pattern of action generates a history that sustains that 
action. 

The largest unknown in all this is obviously the ani-
mal’s representation.  The arguments in this chapter and the 
last suggest quite strongly that both action and learning are 
guided by the animal’s knowledge of the world: learning hap-
pens when knowledge fails to match reality; action happens 
when knowledge (innate and learned) indicates something to 
approach or avoid, or do.   

SUMMARY 
The first step in the learning of birds and mammals seems to be their representation of the situa-
tion.  If it is incomplete, which is indicated if the animal encounters events that are unexpected, it 
sets about updating their knowledge.  This updating is not desultory, aimless or unmotivated; 
checking out things you don’t know about is serious business: a starving rat will return to place it 
has just been (weakly) shocked, or avoid a place it has just been fed, in order to build up a com-
plete picture of a new environment.  Bolles (1969) did an experiment in which two groups of rats 
were trained to avoid shock in a running wheel.  For one group, the avoidance response was run-
ning; for the other, it was standing up.  Both these responses occur naturally in this situation, yet 
only the running group learned.  The animals that were required to stand up in order to avoid 
shock not only failed to learn, the frequency of the response actually decreased with training.  
The explanation seems to be that the standing response is part of the animal’s exploratory reper-

Figure 15.7. Drinking rate 
(licks/min and ml/min) and running 
rate (turns of a 27-cm diameter run-
ning wheel) as a function of food 
rate on five fixed-time schedules for 
five individual rats run in the appa-
ratus shown in Figure 15.6. Points 
show data for individuals; lines are 
means. Each rat was exposed to four 
of the five food rates; hence each 
line is the average of four animals. 
(From Staddon, 1977a.) 
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toire: the rats were looking for an escape route.  Once this task is completed — and whether an 
escape is found or not — the response decreases in frequency, even though it is effective in 
avoiding shock.   

Once a representation has been formed, it guides action according to the inference princi-
ples I have discussed: stimuli that predict good things will be approached, pecked or handled, 
depending on the kind of stimulus, the kind of animal, and the animal’s previous experience.  
This initial behavior may change the situation (via a feedback function), produce good or bad 
things, which leads the animal to update its representation, which leads to further action, and so 
on, in a circular process that eventually converges — usually on a behavior that makes things 
better or prevents them from getting worse.   

The smarter the animal, the more comprehensive its representation — and the more it re-
lies upon it.  Having a richer mental world allows intelligent animals to respond selectively: each 
action can be perfectly suited to circumstances and little effort and time need be wasted.  The 
final stage of learning is a kind of automatization: in song learning, the song becomes almost in-
dependent of feedback from its template — the deafened bird continues to sing almost perfectly.  
In operant conditioning, the well-learned response is reduced to a stereotyped form guided by 
minimal stimuli.  The more intelligent the animal, the more automatic an action seems to be-
come.  Less intelligent animals can be less sure about what is appropriate in any given situation 
(situations associated with instinctive actions are of course exceptions to this: evolution has en-
sured that even the simplest animals have fail-safe methods for identifying mates, essential 
foods, and so on) and are accordingly more variable in their behavior, constantly sampling to 
make sure that an opportunity has not been missed.   

But intelligence carries a penalty: the very precision with which an intelligent animal can 
identify situations means that it will sometimes fail to try actions that could reveal a change in 
feedback function.  The helpless dog acts as if it has perfect confidence that the escapable-shock 
situation today is the same as the inescapable-chock situation yesterday and does not try again 
escape responses it has already learned are ineffective.  Rats, who should be less confident of 
their less sophisticated representation of the world, don’t give up sampling so readily and so, in a 
comparable situation, do discover that the rules have changed and do learn to escape the shock.  
People, most intelligent of all, show these set effects most dramatically, and do not need the se-
vere variation-reducing manipulations, such as sub-tetanizing shock, necessary to impair the ex-
ploratory behavior of animals.  Simple tasks involving negative information, or the application of 
an untested selection rule, find people at least as reluctant to explore relevant alternatives as 
dogs.   

This opposition between the exploratory and exploitative functions of action makes the 
analysis of operant learning difficult.  For example, bill swiping is part of the exploratory (sam-
pling) repertoire of pigeons, but it can also be learned and used to exploit a food resource.  At 
one time it is guided by the exploratory function, at a later time, it may be guided by the avail-
ability of food.  Timberlake (e.g., 1999) has elaborated the idea that responses are controlled by 
different functional systems into what he calls a “behavior systems” approach to learning.  
Sometimes, as in Bolles’ experiment just described, the two functions can be dissociated, but 
animals are rarely this inflexible, even in shock situations.  When we measure just a single re-
sponse, therefore, as almost all learning studies do, what we are seeing is a the effect of a mix-
ture of causes and consequently an apparently chaotic pattern of waxing and waning in the level 
of the response — until it suddenly appears at essentially full strength (see Figures 5.1 and 15.8). 
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NOTES 
1. Contiguity vs. contingency.  The term superstition here was first used by Skinner (1948) to 
describe the behavior he observed in a most ingenious experiment.  Hungry pigeons were placed 
in a box and given brief access to food at fixed periods — 15 s for some animals, longer periods 
for others.  This is temporal conditioning, which is a Pavlovian procedure since the animal’s be-
havior has no effect on food delivery (other than the necessity to approach the feeder and eat 
when food appears).  Despite the absence of an operant contingency, all the animals developed 
striking stereotyped, “superstitious” activities in between feeder operations.  On its face, this ex-
periment might seem a considerable embarrassment to Skinner’s theory, which places great em-
phasis on the role of the response contingency.   

It is a mark of his ingenuity that Skinner was not only unworried by this result, but was 
able to present it as support for his views (“Every crisis is an opportunity” said Winston Chur-
chill).  Superstitious behavior was not devastating to Skinner because reinforcement theory ex-
isted in two forms, contingency theory and contiguity theory.  The first emphasized the impor-
tance of contingency, i.e., the dependence of reinforcement on the occurrence of the response: 
Reinforcement strengthens the behavior on which it is dependent (cf. Chapter 5).  In all practical 
matters, this is the view that prevails.  In clinical behavior modification, for example, an undesir-
able behavior is abolished by omitting reinforcers normally contingent on it, or by delivering 
contingent punishment; a desirable behavior is strengthened by making reward contingent on it.        

 Response contingency is a procedural feature, not a behavioral process — contingencies 
must act through some proximal mechanism.  The second view of reinforcement emphasized the 
mechanism, which was widely thought to be just response-reinforcer contiguity (i.e., temporal 
proximity).  Response contingencies work, this view implies, just because they ensure that when 
the reinforcer is delivered, the contingent response is always contiguous with it.  As we saw in 
the last chapter, a similar view once prevailed about the learning of CS-US relations in classical 
conditioning.  At the time of Skinner’s original superstition experiment, the operant equivalent of 
Rescorla’s (1967) “truly-random control” experiment had not been run, so the empirical inade-
quacy of simple contiguity theory was not apparent. 

  Skinner explained the vigorous, stereotyped behavior of his pigeons in between periodic 
food deliveries by means of adventitious reinforcement, that is, accidental contiguity between 
food and a behavior that originally occurs for “other reasons.”  The argument ran as follows:  
The pigeon is not a passive creature, especially when hungry and in a situation where it receives 
occasional food.  Suppose it happens to be doing something towards the end of an interfood in-
terval and food is delivered.  The behavior will be contiguous with the food and so (according to 
the contiguity theory of reinforcement) will be more likely to occur again.  If the next food deliv-
ery comes quite soon, this same behavior might still be occurring, and so receive another acci-
dental pairing with food, be further strengthened, occur again in the next interval, and so on.  By 
means of this positive feedback process, some behavior might be raised to a very high probabil-
ity.   

 Since there is no real causal relation between behavior and reinforcer, Skinner called the 
behavior “superstitious”, by analogy with human superstitions — which he believed arise in a 
similar way. 

 Skinner’s plausible account was not based on direct observation of the process he de-
scribed.  No one had actually recorded these accidental response-reinforcer contiguities or the 
progressive increase in response strength that was supposed to follow them.   
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The contiguity view was often defended in a way that rendered it almost immune to dis-
proof.  For example, even in 1948 there was some understanding that the delivery of “free” rein-
forcers on a response-contingent schedule might tend to weaken the instrumental (i.e., rein-
forced) response (this was demonstrated experimentally several years later).  This effect was ex-
plained by the hypothesis that if, for some unexamined reason, a behavior other than the instru-
mental response should happen to occur, then by chance it would sometimes be contiguous with 
the occasional free reinforcers.  This would tend to strengthen “other” behavior and thus, by 
competition, weaken the reinforced response.  No careful observations were done to substantiate 
this hypothesis (Did such behaviors occur?  How often were they contiguous with free food?  
What is the form of behavioral competition?  Did the frequency of the instrumental response 
drop before or after such accidental pairings?), and since no quantitative details were given (How 
many accidental pairings are needed to produce how much increment in strength?  How often 
should unreinforced “other” behaviors be expected to occur?) the view was difficult to refute.  
Subsequently, a few substantiating observations have appeared (cf. Henton & Iversen, 1978) but 
the weight of evidence is against Skinner’s idea.   

The contiguity account of reinforcement in its original form poses a difficult methodo-
logical problem.  It is a causal hypothesis where the cause, response-reinforcer contiguity, is not 
under experimental control: the experimenter can control the contiguity aspect, but the animal 
determines when he will make the response.  Inability to control the occurrence of the response 
makes it impossible to be sure of the effect of response-reinforcer contiguity.  For example, sup-
pose the response occurs and we at once deliver a reinforcer, thus ensuring response-reinforcer 
contiguity.  Suppose that additional responses then occur; have we demonstrated a strengthening 
effect of contiguity?  Not at all; perhaps this response just happens to occur in runs, so that one 
response is usually followed by others, quite apart from any reinforcing effect.  This is not un-
common — a pigeon will rarely make just one peck, for example.  Suppose we reinforce a sec-
ond response, just to be sure.  After a few repeats, no doubt the pigeon is pecking away at a good 
rate; have we then demonstrated an effect?  Again, not really.  By repeating the pairings of re-
sponse and reinforcer we have now established a real dependency between response and rein-
forcer; perhaps the increase in pecking is just the result of some other process that allows the pi-
geon to detect such molar contingencies, as they are called.  (We have also established a stimulus 
contingency between situational stimuli and food, and of course this will also tend to facilitate 
pecking.)  

 These difficulties would not be serious if careful observation revealed the kind of proc-
ess implied by Skinner’s argument.  If each response-reinforcer pairing produced a predictable 
and measurable increase in the rate of the reinforced response, his account would be assured.  
There have been too few careful observational studies; but all those familiar to me have com-
pletely failed to find the systematic effects implied by the contiguity view. Instead the reinforced 
response emerges in an apparently chaotic manner from an unpredictable mix of variable activi-
ties; and moreover, the pattern of its emergence shows almost no uniformity from individual to 
individual.  

Staddon and Simmelhag (1971; some aspects of this study were described in Chapter 11) 
repeated Skinner’s superstition experiment, and carefully observed the pigeons’ behavior in each 
interfood interval from the very beginning of training.  They found three things that differ from 
Skinner’s account: (a) The activities that developed are of two kinds: interim activities that occur 
in the first two-thirds or so of the interfood interval, and a single terminal response, that occurs 
during the last third (see Figures 11.4 and 15.6).  (b) The terminal response is either pecking or a 
stereotyped pacing activity obviously related to it; the terminal response does not differ from 
animal to animal in the irregular way implied by Skinner’s account.  (c) Terminal pecking does 
not develop in the accidental way implied by the adventitious reinforcement hypothesis.   
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Figure 15.8 shows experimental data for one pigeon.  The figure shows the behavior in 
the last two seconds of a 12-sec interfood interval over the whole course of the experiment.  For 
the first seven sessions, when food was delivered the pigeon had its head in the food magazine.  
We know from other studies that this is a perfectly 
“reinforcible” response — if pigeons are required 
to get their food by putting their heads into the 
feeder opening, they have no difficulty in learning 
to do so.  For the first seven sessions here, this be-
havior occurred reliably within two seconds or less 
of food delivery.  Yet on day 8 it ceased to occur 
and is completely replaced by the pecking re-
sponse.  Obviously contiguity with food is both 
ineffective in maintaining head-in-feeder, and 
makes essentially no contribution to the strength-
ening of pecking.  The pecking here is in fact an 
instance of autoshaping, with a temporal stimulus 
(postfood time) rather than a visual one.  Contiguity also makes no contribution to the genesis of 
the interim activities, since these are almost never contiguous with food. 

Data like these, together with the manifest incompleteness of the contiguity account of re-
inforcement, have led to the abandonment of “adventitious reinforcement” as an adequate expla-
nation in this situation.  Contiguity-based operant learning models show that adventitious rein-
forcement is nevertheless possible under restricted conditions (Staddon & Zhang, 1991). 

I argue in the text that animals detect contingencies with the aid of a mixture of mecha-
nisms, one of which involves the temporal relation between response and reinforcer.  The conti-
guity vs. contingency debate is an ill-formed contest, for two reasons.  First, the two explanations 
are of different types: contiguity is a mechanism, albeit a primitive and incomplete one, for the 
detection of contingent relations, a procedural feature.  To show the dominance of contingency 
over contiguity is not to provide an alternative mechanism for conditioning, but just to show the 
inadequacy of contiguity as a mechanism.  Second, the adventitious-reinforcement account is 
incomplete as an explanation, because the original cause of the adventitiously reinforced behav-
ior is undefined, and because the quantitative properties of the contiguity-strengthening process 
are completely unspecified; as originally stated, adventious reinforcement can account for any-
thing.   
  
2. There is an extensive experimental and theoretical literature on autoshaping.  Good reviews 
are by Hearst and Jenkins (1974) and Schwartz and Gamzu (1977).  A book edited by Locurto, 
Terrace and Gibbon (1981) provides a comprehensive summary. 
 
3. Optimizing mechanisms and optimal results. Pigeons that continue to peck in the omission 
procedure are obviously not maximizing reinforcement rate.  Does this result, and a number of 
others briefly mentioned at the end of Chapter 7, invalidate the optimality approach?  Of course 
not: even if pigeons had managed to solve the omission-training problem, some other situation 
could certainly have been found to defeat them.  Optimal behavior is always subject to con-
straints and in the limit these constraints define the mechanism that animals use to achieve some-
thing like reinforcement maximization under many, but never all, conditions.  As we saw in ear-
lier chapters, rats and pigeons seem to behave as hill climbers, going for the best option.  Auto-
shaping is one aspect of this rule: the pigeon’s evolution tells him that a stimulus as predictive of 
food as an autoshaping CS (or the positive feature in the feature-negative effect of Jenkins and 
Sainsbury, discussed in Chapter 11) is worth pecking.  Under most conditions, this rule is a good 
one and does maximize payoff.  It happens to fail under the very specialized conditions of the 

Figure 15.8. Behavior of an individual pigeon 
during the last 2 sec of a 12-sec interfood interval 
throughout an experiment in which 3-sec access to 
response-independent food occurred every 12 sec. 
(After Staddon & Simmelhag, 1971.) 
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Williams’ experiment.  
 Optimality theory remains useful because when it fails it points to limits on animals’ 

ability to optimize, and thus to constraints and mechanisms.  When it succeeds it is useful be-
cause it makes sense of behavior in many situations: in Chapter 7, for example, I showed how 
the broad differences among reinforcement schedules are all explicable in optimality terms.  
Mechanisms alone cannot integrate a range of observations in this way: for example, we may at 
some point be able to explain every detail of the development of a bat’s wing in terms of its 
genotype and the biochemical interactions during ontogeny, and similarly for the wings of pi-
geons, hawks and hummingbirds.  But until we recognize the function of a wing as an 
aerodynamic structure, the similarities among wings remain incomprehensible.   
 
4. Voluntary and involuntary behavior. The concept of voluntary vs. involuntary activity bears a 
close but untidy relationship to the distinction between operants and respondents.  At some 
commonsense level, things like lever pressing, typing, speaking, playing the piano and so on — 
conventional operant habits — are also preeminently voluntary.  Conversely, we feel that we 
have little direct control over autonomic activities such as heartrate, the secretion of tears, skin 
resistance (the main component of lie-detector tests) and so forth.  These are normally consid-
ered involuntary, even though actors and psychopaths are able to gain some indirect control over 
some of them.   

The voluntary-involuntary distinction is based on introspection; it cannot be objectively 
verified.  Some professedly voluntary activities, such as the creation of mental images, cannot 
even be objectively measured: if the act itself is private in this sense, any discussion of its volun-
tariness or involuntariness is obviously futile.  Moreover, if we are dealing in subjective impres-
sions, then most would agree that the end-state of learning is often an essentially involuntary or 
automatic habit; unless our attention is specifically drawn, few are aware of the routine activities 
they carry out each day: brushing teeth, flushing the toilet, opening and closing doors, tying a 
necktie, and so on.  Obviously we must distinguish between voluntary and involuntary as poten-
tial properties of some activity and the voluntariness of particular instances of any activity.   

 Despite these philosophical difficulties, the evidence from human experience is that ac-
tivities easily modified by operant contingencies are (potentially) voluntary in the introspective 
sense; and conversely, involuntary activities are hard to modify in this way.  See Kimble and 
Perlmutter (1970) and Hearst (1975) for more extended discussion of these issues.  
 
5.  See Miller and Dworkin (1974) and other papers in the volume edited by Obrist, Black, 
Brener and DiCara for a review of some of these problems. 
 
6. Relation between classical and instrumental conditioning. Probably the dog did not salivate 
until it reached the food bowl.  Several elegant experiments have established that autonomic re-
sponses such as salivation tend to occur at the last predictable moment before food delivery.  For 
example, Ellison and Konorski (1964) trained dogs to press a panel nine times to produce a sig-
nal; after 8 s of signal, food was delivered.  The dogs pressed but did not salivate before the sig-
nal, then salivated, but did not press, afterwards.  In a similar experiment, Williams (1965) 
trained dogs on a fixed-interval 16-s schedule or a fixed-ratio 33 schedule and measured both 
lever pressing and salivation.  Time is the best predictor of food in the FI case, and pressing and 
salivation tended to increase together (Figure 15.9, left panel); but lever pressing is the best pre-
dictor of food in the ratio case, and correspondingly, salivation occurred well after the onset of 
lever pressing (Figure 15.9, right panel).  
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These and many other studies make the point 
that autonomic conditioned responses are fundamen-
tally anticipatory. 
 
7. The discussion of event memory in Chapter 12 
showed that the effect of a past stimulus depends on 
both its recency (i.e., delay) and the time between it 
and potentially interfering events before and after.  
Hence there is probably no single delay-of-reward 
gradient, but rather a set of such gradients, one for 
each interference condition.   
 
8. Of course, backward conditioning is only possible 
over a small number of trials (see the Keith-Lucas & 
Guttman experiment discussed in the previous chap-
ter).  Other things being equal, over many trials, a 
CS that reliably occurs after the US will be treated as 
a CS-, i.e., a predictor of US absence.  A backward CS with high prior probability may show 
some conditioning after one or two trials, but this will usually disappear as the animal gains more 
experience.  For more information on backward conditioning see Mahoney and Ayres (1976) and 
Wagner and Terry (1975). 
 
9. Radical behaviorism. The traditional radical behaviorist position is that operant conditioning is 
the strengthening of an essentially arbitrary response in the presence of an equally arbitrary 
stimulus.  The hereditary slate was if not clean at least cluttered only with sets of elementary sen-
sations and muscle movements.  These arbitrary responses were “emitted” by the organism, 
much as alpha particles are emitted by radium.  Perhaps all responses were not emitted equally 
often, but no explicit account was taken of built-in situational biases, of the type just discussed.   

Effects of past experience were recognized only in the form of the empirically defined 
concepts of stimulus and response generalization: A response might be expected to occur in a 
new situation similar (in some sense) to a familiar one “controlling” that particular response.  But 
“similarity” is not an objective, physical property of events: Like beauty, similarity is in the eye 
(and brain) of the beholder (Chapter 10).  The relation between the purely empirical results of 
generalization experiments and the internal representation of which they are a manifestation was 
specifically excluded from behaviorist theory.  All was unstructured.  Any response might be 
controlled by any stimulus and strengthened by any reinforcer.  

It is this position, now held by very few, that has long been the target of attacks by cogni-
tive and evolutionary psychologists — Steven Pinker (2002), in an otherwise admirable book, 
being one of the most visible recently.  See Staddon, 2001a, for an expanded version of the pre-
sent critique of radical behaviorism.  

Skinner in 1966 retreated somewhat from this impractical environmentalism, but pro-
vided no constructive alternative to it.  The original scheme was simple and comprehensible, and 
its difficulties were not obvious to its adherents — partly because they constructed a language 
within which questions of representation and computation could not be expressed.  In conse-
quence many honest toilers were won over by the disarming simplicities of stimulus-response, 
“stateless,”  behaviorism.   
 
10. Breland and Breland (1961).  Keller Breland was an early associate of Skinner’s; the title of 
the Brelands’ paper is of course a parody of Skinner’s major work The behavior of organisms  
(1938).  The Brelands also wrote a book, published in 1966, that summarizes their views on ani-

Figure 15.9. The time course of salivation and 
an operant response during two operant-
conditioning procedures. Left panel: during the 
postfood interval after fixed-interval training. 
Right panel: during the postfood interval after 
fixed-ratio training. (After Williams, 1965.) 
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mal behavior.   
 
11. This statement is a bit of a simplification.  There will be selection for canalized development 
of a behavior pattern (i.e., for innateness) to the extent that the expected fitness benefit of engag-
ing in the activity is discriminably greater than the expected benefit of not engaging in it.  Over a 
population of individuals, there will be some probability distribution of outcomes associated with 
each of these two mutually exclusive and exhaustive courses of action.  For any pair of such hy-
pothetical distributions it is possible to arrive at a measure of difference, analogous to the d’ of 
signal-detection theory, which will be related to both the means and variances of the two distri-
butions.  The larger this difference, the greater the selection pressure for innate determination of 
the activity.  
 
12. The problem posed by Killeen’s procedure is illus-
trated in Figure 15.10.  The time between a peck and a 
response-dependent stimulus change is shown by the 
distribution on the left, which has two main properties: 
low variance (the delay is almost constant, since it is 
determined by the scheduling apparatus) and small 
mean; the delay is short and constant.  The distribution 
of times between a peck and a response-independent 
stimulus change is shown on the right, which has high 
variance and mean: the delay is variable and long.  The 
bird’s task is to set a criterion (the vertical line, for ex-
ample) that minimizes the two kinds of error that are 
inevitable with two such overlapping distributions.  The 
pigeons came very close to the ideal choice. 
 
13. Response selection.  The rules of response selection 
are a major unsolved problem in learning.  It is clear by 
now that stimulus contingencies alone can induce be-
havior, according to the priors appropriate to the moti-
vational system involved.  It is also clear that these priors can be overridden.  For example, pi-
geons prefer to peck for food and pecking will often occur to a food signal (“often” must be re-
placed by “invariably” if the signal is relatively short and the pigeon very hungry).  Even so, if 
they are not too hungry, and the food rate not too high, pigeons can learn to press a treadle or 
turn a pirouette for food.  This is presumably an effect of response-reinforcer contiguity, which 
overrides their initial tendency to peck — although, as I argue in the text, contiguity can be dis-
tinguished from some other method for detecting molar dependency only if the number of trials 
is small.  As the bird is trained, only treadle pressing is contiguous with food; other activities are 
temporally further removed.  This is evidently sufficient to strengthen treadle pressing at the ex-
pense of pecking and other predisposed activities.  

  Nevertheless, the treadle-press response is fragile: sometimes the birds come to peck at 
the treadle, even if this interferes with food delivery.  For example, on a spaced-responding 
schedule, treadle pecking tends to occur at a rate high enough to miss many potential reinforce-
ments; when the birds treadle-press with their feet, the rate is lower, and they consequently get 
more food.  Nevertheless, some animals switch from treadle pressing to treadle-pecking — and 
lose food thereby. 

Contiguity acts selectively in two ways: on the form of the response, and on the place that 
the response occurs or the stimulus to which it is directed.  The great majority of conditioning 
experiments deal exclusively with the second type of selection.  Most operant conditioning stud-

Figure 15.10.  Hypothetical distributions 
illustrating the problem of discriminating 
between response-dependent and re-
sponse-independent stimulus changes in 
the experiment by Killeen (1975). The 
peaked distribution shows the relatively 
constant peck-stimulus-change delays 
caused by the pigeon’s pecks.  The broad 
exponential distribution shows the random 
(pigeon) peck-stimulus-change delays 
caused by the computer-generated pecks.  
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ies study the pecking of pigeons; the reinforcement contingencies are used not to vary the topog-
raphy of the response, but the stimuli to which it is made.  Most rat studies involve either lever 
pressing or locomotion.  In these cases, the response contingency is not in conflict with the 
stimulus contingency: the response is one that naturally tends to occur in food situations, and 
providing the contingency is positive (i.e., the response produces, not prevents, food) the stimu-
lus to which the animal is attending (the lever, the key) will also form part of a stimulus contin-
gency.  Training only breaks down when the contingency is negative (as in omission training) or 
some other stimulus is a better predictor of food than the one to which the effective response 
must be directed.   

For example, imagine an experiment in which the pigeon faces two response keys.  On 
the left, an autoshaping procedure is in effect: the key is dark for random times averaging one 
minute, then an 8-s green stimulus comes on at the end of which food is delivered.  The right key 
is always white, but food can be obtained by a peck during the 8-s illumination of the left key.  
This experiment has not been done because the result is a foregone conclusion.  There is little 
doubt that even if the pigeon were pretrained to peck the right key, exposure to this procedure 
would soon lead to exclusive pecking of the left key during the green stimulus — even though 
the animal thereby loses the additional food delivery it could obtain by pecking the right key. 

There are situations (we don’t really know how common) where temporal relations can 
override predisposition.  For example, pigeons can be trained to behave adaptively in the omis-
sion-training procedure by turning off the CS before the bird has a chance to peck at it: a crite-
rion distance between bird and key is established and the CS is turned off if the bird gets closer 
than the criterion.  By progressively reducing the criterion distance pigeons can be brought to the 
point where they refrain from pecking, although they usually continue to approach the CS.  In 
many cases (and this sometimes happens in omission procedures even without explicit training) 
the birds adapt by pecking to one side of the key — a selection for place that allows the predis-
posed response to occur without preventing food (cf. Barrera, 1974; Lucas, 1975; Peden, Browne 
& Hearst, 1977; Wessells, 1974). 

We do not know how priors (i.e., the inducing effect of a CS) and contiguity combine to 
guide behavior.  An economical possibility is that the priors act partly through the delay-of-
reinforcement gradient.  For example, suppose for a given activity that the breadth of the gradi-
ent in Figure 15.3 depends on the motivational properties of the situation.  For a pigeon in food 
situations, the gradient might be quite broad for pecking, but quite steep for some other response, 
like treadle pressing.  Given that pecking is both more likely to occur in such a situation, and 
more tolerant of both forward and backward time differences, pecking might well predominate 
even if food delivery is sometimes prevented (Staddon & Zhang, 1991, have modeled this situa-
tion).  Conversely, in some other situation, say one involving electric shock, the gradient for 
pecking might be steep, for wing-striking (an aggressive response) quite broad, so that pecking 
may fail to occur even if it is the effective avoidance response.  This speculation has some appeal 
but is difficult to test, because the contiguity variable cannot act until the response has occurred 
— inducing factors must always have priority and cannot be entirely eliminated experimentally.  
Consequently, it is almost impossible to test the effect of contiguity independent of inducing fac-
tors.  
 
14. The immediate effect of response-reinforcer contiguity can sometimes be quite dramatic.  
Who has not had the experience of making some small action — turning on a light, say — that 
happens to coincide with some large but unconnected event — a power failure, for example: The 
impression that one’s action caused the contiguous event is very strong.  
 
15.  The problem of proper sequencing is related to the notion of priors.  The objective of the ini-
tial reinforcements must be to create a series of situations where at each step the set of induced 
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behaviors (i.e., the response candidates) will contain members increasingly close to the desired 
form.  Or, more generally, it is to find a sequence of states such that the final state will contain 
the desired response.  We assume that this final state is best approached via intermediates that 
are increasingly similar (in our human judgment) to the desired form, but of course this need not 
always be true.  Learning, especially in subhuman animals, usually proceeds by gradual steps, 
but so-called insight learning shows that it does not always do so.  Incubation in human creative 
endeavor shows that problems are sometimes solved after delays of days or weeks without ex-
plicit training.  Solutions so arrived at often involve combinations of disparate elements.  Hence, 
the optimal training sequence may sometimes take the animal away from the target response. 

These problems arise from the nature of the “candidates” that are selected by any condi-
tioning process.  For convenience, I speak of “response” and “stimulus” candidates, but my own 
speculation is that what is selected are elements analogous to the instructions and “macros” of a 
computer program.  Sometimes these elements correspond pretty closely to “input” (stimulus) or 
“output” (response) properties; sometimes they correspond to stimulus-response links, so that the 
presence of a given stimulus is sufficient to elicit a given response; and at other times they may 
serve intermediate (computational) functions and have no overt accompaniment.  The final skill 
or concept (program) involves elements at all levels, so that efficient shaping may sometimes 
bear no obvious relation to the target behavior.   

The field of cognitive science is much concerned with the representation of knowledge.  
Cognitive science could help solve these problems, but unfortunately its proponents are inter-
ested almost exclusively in people or machines.  People represent the most difficult problem to 
solve, and machines a set of problems remote from biology.  These emphases make cognitive 
science both less successful, and less useful to animal psychologists, than it might be if it were 
less anthropocentric.  As a consequence, our current understanding of the process of learning is 
still primitive.  It would be nice to see a more concerted attack on problems of representation and 
learning in animals, where they should be simpler to solve than in people.  For an excellent, brief 
survey of cognitive science see Posner and Shulman (1979) and the web-based MIT Encyclope-
dia of Cognitive Science. 
 
16. Food-related activities can also occur just after food (Penney & Schull, 1977), so that the in-
terfood interval can be divided into three periods.  The critical variable seems to be the magni-
tude of the stimuli associated with food delivery: If food delivery, and especially the end of food 
delivery, is clearly signaled, less food-related behavior occurs just after food (Reid & Staddon, 
1982).  For reasons given in the text, food is often a signal for more food; consequently unless 
food offset is clearly signaled there is some tendency for food-related activities to persist for a 
while after feeding. 
 
17. Schedule-induced polydipsia was discovered by Falk (1961).  For a general review of sched-
ule-induced behavior see Staddon (1977b). 


